(Tentative)
	Function
	Reference Model
	Input/Output Data

	SubAIMs
	JSON Metadata
	Profiles


1. Function
The User Control AIM (PGM-USC) governs the lifecycle of the A-User and orchestrates its interaction with both the M-Instance, its Processes and Items, and the human User. It serves as the central coordinator for Action execution, AIM orchestration, and system traceability.
Internally, PGM-USC may perform the following operations:
· Action and Process Action Execution: Initiates, monitors, and terminates Actions and issues Process Action Requests based on internal state, external triggers, or received directives.
· AIM Coordination: Activates, suspends, or reconfigures AIMs in response to contextual demands, permission states, and A-User goals.
· Constraint Injection: Applies runtime constraints to modulate AIM behaviour, enforce policy boundaries, and adapt to evolving User State.
· State Synchronisation: Maintains coherence between the A-User’s internal state, active AIMs, and the broader M-Instance context.
· Traceability and Audit: Logs all control decisions, transitions, and execution paths to support downstream inspection, replay, and governance.
The resulting control flow ensures that the A-User operates predictably, transparently, and in alignment with both system directives and User interaction goals – supporting lifecycle integrity and enabling trust through auditable orchestration.
2. Reference Model
Figure 2 gives the input/output data of A-User Control (PGM-AUC).
[image: ]
Figure 2 - Reference Model of A-User Control (PGM-AUC) AIM
The elements of the PGM-AUC governance are given in Table 8.
Table 8 - A-User Governance
	Governance Element
	Target AIM(s)
	Function
	Schema Anchor 

	Permission Set
	All AIMs
	Defines what actions or data access are allowed per AIM.
	Permission Map

	Constraint Injection
	Spatial Reasoning, A-User Rendering
	Injects spatial, temporal, or modality constraints into reasoning or output (e.g., limits interpretation to front-facing audio sources only).
	Constraint Plan

	Context Override
	Prompt Creation, Domain Access
	Overrides default context interpretation (e.g. ignore modality due to occlusion, suppress user state; can access domain-specific medical data but not financial).
	Override Directive

	Process Rights
	A-User Control
	Specifies which actions can be executed in the M-Location.
	Action Registry

	Process Ruleset
	All AIMs
	Defines rule-based execution logic for AIM coordination.
	Process Rules

	Escalation Trigger
	Basic Knowledge, Domain Access
	Triggers human-in-the-loop or fallback logic when ambiguity or risk is high (e.g., defer to human due to conflicting User State signals).
	Escalation Map

	Audit Trail Hook
	All AIMs
	Ensures every directive and action is logged for traceability.
	Audit Log Config


3. Input/Output Data
Table 9 gives Input and Output Data of A-User Control (PGM-AUC) AIM.
Table 9 - Input and Output Data of A-User Control (PGM-AUC) AIM
	Input
	Description

	Human Command
	From a human in the real world.

	Process Action Response
	From the requested Process.

	Context Capture Status
	From Context Capture to provide scene-level context and user presence metadata.

	Audio Action Status
	From Audio Spatial Reasoning to supply audio spatial feasibility, occlusion, and reachability flags.

	Visual Action Status
	From Visual Spatial Reasoning to supply visual spatial constraints and scene anchoring.

	Prompt Plan Status
	From Prompt Creation to indicate prompt readiness, alignment status, and semantic goal framing.

	BK Response Trace
	From Basic Knowledge to provide enriched response metadata and traceability for audit.

	DA Action Status
	From Domain Access to report execution feasibility and constraint validation.

	User State Status
	From User State Refinement to embed current engagement, affective tone, and override flags.

	Personality Alignment Status
	From Personality Alignment to indicate expressive alignment, persona framing, and modulation constraints.

	Rendering Status
	From A-User Rendering to report rendering success, avatar state, and expressive output status.

	Output
	Description

	Action
	Performed on the M-Location

	Process Action Request
	Made to a Process.

	Context Capture Directive
	To Context Capture to dispatch instructions such as modality prioritisation, or context framing parameters to guide M-Location perceptual acquisition.

	Audio Action Directive
	To Audio Spatial Reasoning to dispatch audio-related actions and process sequences.

	Visual Action Directive
	To Visual Spatial Reasoning to dispatch visual-related actions and process sequences.

	Prompt Creation Directive
	To Prompt Creation to initiate prompt generation or refinement.

	BK Query Directive
	To Basic Knowledge to triggers knowledge retrieval or response shaping.

	DA Action Directive
	To Domain Access to send structured process action requests for domain execution.

	User State Status
	To User State Refinement to modulate User State based on interaction feedback.

	Personality Alignment Directive
	To Personality Alignment to initiate expressive modulation or Personality reconfiguration.

	Rendering Directive
	To A-User Rendering to command avatar rendering, spatial output, and expressive delivery.

	Human Command Status
	Response of the A-User Control to Human Command


4. SubAIMs
[bookmark: _Toc217319222]4.1       Introduction
SubAIMs are divided in two groups
1. Orchestration and Scheduling (PGM-OAS)
2. All other SubAIMs (PGM-HGV, PGM-GIR, PGM-PFS, PGM-GPO, PGM-CDE.
A specific SubAIM is designated as the Source‑of‑Truth (SoT) and communication lead to handle Directives/Statuses to/from a specific AIM with regard to:
1. Check & Authorise a proposed directive from another SubAIM.
2. Issue the authorised directive to the target AIM.
3. Receive the resulting Status from the AIM.
4. Forward that Status to the requesting SubAIM (and any other subscribed components), thus ensuring consistent visibility and audit.
This is the table of connections between PGM-AUC SubAIMs and the other AIMs
	AIM
	HGV
	GNR
	PFS
	GPO
	CDE

	CXC
	X
	X
	 
	 
	 

	ASR
	 
	X
	X
	X
	 

	VSR
	 
	X
	X
	X
	 

	PRC
	 
	X
	 
	X
	X

	DAC
	 
	 
	X
	X
	 

	BKN
	 
	X
	X
	X
	X

	USR
	 
	X
	 
	 
	X

	PAL
	 
	 
	 
	 
	X

	AUF
	 
	 
	 
	 
	X


[bookmark: _Toc217319223]4.2       Orchestration and Scheduling
[bookmark: _Toc217319224]4.2.1      Function
Purpose:
Coordinate AIM execution and SubAIM collaboration under A-User control, ensuring goals are met while respecting orchestration policies.
Responsibilities:
1. Plan and Sequence
· Determine the optimal order and timing of AIM invocations via appropriate SubAIMs.
· Incorporate human control inputs into scheduling decisions.
2. Directive Issuance
· Issue directives to AIMs via appropriate SubAIMs, including start, stop, pause, and parameter adjustments.
· Ensure directives reflect both autonomous planning and human overrides.
3. Status Consumption
· Continuously ingest AIM Status metadata via appropriate SubAIM to update orchestration state.
· Use Status only for orchestration and annotation without overriding AIM functions.
4. Human Control Integration
· Accept and process human-originated control commands (e.g., override, priority change, emergency stop).
· Harmonise human directives with ongoing orchestration plans.
· Respond to Human Controls with Human Control Statuses.
5. Decision Logic
· Evaluate Action Requests and Process Action Requests from A-User Formation.
· Decide whether to approve, defer, or reject based on orchestration state, scheduling priorities, and human input.
· Trigger consequential actions in response to Process Action Responses (e.g., adjust schedule, escalate, terminate).
6. Conflict Resolution
· Resolve conflicts between autonomous scheduling and human overrides.
· Handle resource contention among AIMs and SubAIMs.
7. Dynamic Adaptation
· Adjust orchestration in real time based on:
· Context changes
· AIM/SubAIM availability
· External input channel states (speech, visual)
· Human intervention
[bookmark: _Toc217319225]4.2.2      Inputs
· Human Command Control input originating from the human operator.
· HGV to OAS Response Feedback from Human Goal and Validation after processing orchestration-related directives.
· GIR to OAS Response Response from Goal Interpretation and Refinement.
· PFS to OAS Response Response from Process Formation and Scheduling.
· GPO to OAS Response Response from Goal Prioritisation and Optimisation.
· CDE to OAS Response Response from Contextual Directive Engine.
[bookmark: _Toc217319226]4.2.3      Output
· Human Command Status Status update sent to the human operator confirming receipt and execution state of the command.
· OAS to HGV Dispatch Dispatch message instructing Human Goal and Validation to process orchestration directives or validate goals.
· OAS to GIR Dispatch Dispatch message instructing Goal Interpretation and Refinement to interpret or refine goals.
· OAS to PFS Dispatch Dispatch message instructing Process Formation and Scheduling to form or adjust processes.
· OAS to GPO Dispatch Dispatch message instructing Goal Prioritisation and Optimisation to update priorities or optimise execution.
· OAS to CDE Dispatch Dispatch message instructing Contextual Directive Engine to apply context-specific directives.
[bookmark: _Toc217319227]1.3       Human Goal and Validation
[bookmark: _Toc217319228]1.3.1      Function
Purpose:
Ensure that PGM-HGV (Human Goal and Validation) interprets the Human Command (HMC) and generates a Context Capture Directive (CCD) that explicitly conveys the content of the HMC to CXC (Context Capture). CXC then activates the appropriate AIMs (e.g., ASR for speech, VSR for visual) and routes results downstream.
 
Sequence of Steps when a Human issues an HMC
· Human issues HMC (Human Command) to OAS.
· OAS sends OAS to HGV Dispatch indicating receipt of HMC.
· HGV sends Context Capture Directive to CCX to start context capture.
· CXC sends Context Capture Status to HGV confirming readiness or progress.
· HGV sends HGV to OAS Response to OAS to inform OAS of CCD execution state.
· OAS sends OAS to HGV Dispatch to HGV with Orchestration Strategy (e.g., scheduling constraints, AIM priorities).
· HGV sends Context Capture Directive to CCX to CXC instructing activation of AIMs (ASR/VSR/Text) for capture and decoding.
· (CXC interacts with AIMs for semantic processing and routes results downstream to GNR and other SubAIMs).
· CXC sends Context Capture Status to HGV with updated capture status.
· HGV sends HGV to OAS Response to OAS for orchestration state update.
[bookmark: _Toc217319229]1.3.2      Inputs
· OAS to HGV Dispatch from OAS:
· HMC reference (ID, modality, payload pointer)
· Orchestration Strategy (constraints, AIM priorities)
· Scheduling hints (deadlines, resource budgets)
· Context Capture Status (CCS) from CCX
· CCD reference (ID)
· Capture state (ready, active, paused, complete, error)
· Progress indicators (percent, frames processed, audio seconds)
· Channel states (speech active/idle, visual active/idle)
4.3.3 Outputs
· Context Capture Directive (CCD) to CCX:
· HMC reference
· Capture scope (speech, visual, text, multimodal)
· AIM activation plan (ASR, VSR, Text)
· Decode parameters (sampling rate, model hints)
· Routing targets (downstream SubAIMs)
· HGV to OAS Response to OAS:
· Execution state (initiated, in-progress, completed, error)
· Next action hint (wait, continue, escalate)
· Outcome summary (success, failure, partial)
[bookmark: _Toc217319231]1.4       Goal Normalisation and Intent Resolution
[bookmark: _Toc217319232]1.4.1      Function
Purpose:
Convert the ValidatedGoal into a structured, canonical representation (NormalisedGoal) and resolve its intent category so AUC can orchestrate consistently. GIR does not perform semantic interpretation; it uses metadata and taxonomy for classification.
Responsibilities:
· Normalisation: Map goal fields (text, scope, constraints) into a standard schema; attach Trace and Accuracy; set defaults for missing values; annotate feasibility using Status flags (no semantic interpretation).
· Intent Resolution: Classify the NormalisedGoal into a predefined intent category based on taxonomy and context.
· Integration Support: Provide hints for Policy and Feasibility Screening (PFS) and Goal-to-Plan Integration (GPI).
· Dialogue via OAS: GIR never talks directly to SubAIMs; all requests and results are mediated by OAS.
Sequence of Steps:
1. OAS sends OAS to GIR Dispatch to HGV with ValidatedGoal (and any available decoded Human Command content from CXC) to GIR.
2. GIR sends Context Capture Directive: OAS instructs CXC to provide Context Capture Status.
3. OAS sends Context Capture Status to HGV:
4. AIM to OAS Response to OAS:
5. OAS sends OAS to GIR Dispatch to GIR:
6. (GIR normalisation — GIR creates NormalisedGoal, attaches Trace/Accuracy, applies defaults, and annotates feasibility via Status flags only.
7. GIR to OAS Request: Taxonomy Resolution — If taxonomy assistance is required, GIR asks OAS to obtain intent-category resolution support.
8. OAS to AIM Dispatch: Taxonomy Service — OAS invokes the appropriate AIM (taxonomy/ontology service) for intent mapping.
9. AIM to OAS Result: Taxonomy Resolution — AIM returns resolution (category, hierarchy) to OAS.
10. OAS to GIR Forwarded Result: Taxonomy Resolution — OAS forwards the resolution to GIR.
11. GIR to OAS Response — GIR sends NormalisedGoal, IntentCategory, and FeasibilityAnnotations to OAS.
12. OAS orchestration onward — Outside GIR scope: OAS dispatches to GNR, PFS, GPI as needed.
[bookmark: _Toc217319233]1.4.2      Input
From OAS
· HMC reference: {ID, Modality, PayloadPointer}
· Orchestration strategy: constraints, AIM priorities, ordering hints
· Scheduling hints: {Deadlines, ResourceBudgets (CPU/GPU/IO), Concurrency}
· Goal bundle: high-level goals (and candidate sub-goals) to resolve
· Context snapshot: recent context extracts relevant to the goal
· Persona & safety flags: alignment constraints and safety gates
· Return expectations: {Directives[], Dependencies, StatusGranularity}
From Prompt Creation
· Outcome summary: non-semantic
· Metadata: chain used, token counts
· Next action hint: {Wait | Continue | Escalate}
From Basic Knowledge
· Outcome summary: non-semantic
· Metadata: sources contacted, citation count
· Next action hint: {Wait | Continue | Escalate}
From Domain Access
· Outcome summary: non-semantic
· Metadata: latency, cost, domains touched
· Next action hint: {Wait | Continue | Escalate}
[bookmark: _Toc217319234]1.4.3      Output
To OAS:
· HMC reference: echo to bind response
· Resolution summary: normalization & intent resolution narrative (non-semantic)
· Directives manifest: list of {Directive.ID, Type, TargetAIM}
· Dependencies graph: directed ordering among directives
· Parameters bindings: key parameter sets per directive (schema-complete)
· Policy/persona acknowledgements: flags honored
· Next action hint: {Wait | Continue | Escalate}
To Prompt Creation
· Goal & Intent: Generate/Refine Prompt
· PromptChain: ordered modules (e.g., PRC→DAC→USR→PAL)
· Parameters: {Context, Constraints, Style, Safety, Persona}
· Dependencies: upstream directive IDs
· Metadata.Requested: non-semantic metadata (chain id, token counts)
To Basic Knowledge
· Goal & Intent: retrieve foundational info from basic KB
· Sources: {BuiltInKB, StaticDocs, Summaries}
· Required: boolean
· Parameters: {Scope, Freshness, Language, Safety}
· Dependencies: upstream directive IDs
· Metadata.Requested: sources touched, citation count
To Domain Access 
· Goal & Intent: access domain APIs/tools/datasets
· Profile: {Domain, Capability, Scope, Compliance}
· Context: opaque tokens/roles (not interpreted by GIR)
· Parameters: {LatencyBudget, CostBudget, Language, Privacy}
· Dependencies: upstream directive IDs
· Metadata.Requested: latency, cost, domains touched
[bookmark: _Toc217319235]1.5       Policy and Feasibility Screening
[bookmark: _Toc217319236]1.5.1      Function
Check goal permissibility against Rights and Rules (which include all operational constraints in the metaverse) and immediate feasibility under current conditions:
· Required permissions present
· Mandatory inputs available
· Essential channels active
· Resource budgets satisfied (compute, latency)
Decision outcomes:
· Approve if all gating preconditions pass
· Deny if one or more non-waivable constraints in Rights and Rules are violated (e.g., forbidden scope, missing mandatory consent)
· Delegate if permissible but cannot proceed locally; forward to a better-suited AIM (e.g., Domain Access AIM or specialized planner)
Output: PolicyDecision object {Decision=Approve|Deny|Delegate, Reason, NextActionHint}
[bookmark: _Toc217319237]1.5.2      Input
From OAS
· HMC reference: {ID, Modality, PayloadPointer} (binds the request to context)
· Goal bundle: high-level goals and candidate sub-goals to be screened
· Rights & Rules context: policy scope/version reference (for screening)
· Orchestration strategy: constraints, AIM priorities, ordering hints
· Scheduling hints: {Deadlines, ResourceBudgets (compute/latency), Concurrency}
· Mandatory inputs & channels: declared availability requirements
· Persona/profile flags: alignment requirements (if applicable in metaverse)
· Return expectations: {Decision granularity, Delegation preferences, StatusGranularity}
From Basic Knowledge
· Provenance/Trace: anchors to sources, retrieval path (audit)
· Metadata: sources contacted, citation count (non‑semantic)
· Outcome summary: compliant / violation detected / incomplete
· Action.Hint: {Continue | Escalate | Abort}
· Report (optional): Rights & Rules fields breached
From Domain Access 
· Feasibility results: reachable/not, auth valid/invalid, compliance ok/fail
· Constraint validation: which policy/compliance checks passed/failed
· Process outcome: succeeded / failed / partial / deferred
· Metadata: latency, cost, domains touched (non‑semantic)
· Action.Hint: {Continue | Escalate | Abort}
From Audio Spatial Reasoning 
· Feasibility: reachable vs. occluded; permitted vs. forbidden
· Spatial metrics: occlusion %, expected SPL/gain at target
· Execution state: initiated / in‑progress / completed / error
· Metadata: realized parameters (non‑semantic)
· Action.Hint: {Continue | Escalate | Abort}
· Report (optional): if Rights & Rules blocked the action
From Visual Spatial Reasoning
· Execution result: success / partial / failed / blocked
· Spatial constraints: anchoring status, occlusion, collision checks
· Metadata: placements, transforms (non‑semantic)
· Action.Hint: {Continue | Escalate | Abort}
· Report (optional): if Rights & Rules blocked the action
From Context Capture
· Capture state: ready / active / paused / complete / error
· Progress indicators: percent, frames processed, audio seconds
· Channel states: speech/visual active/idle
· Error report: codes & brief details
· Action.Hint: {Continue | Escalate | Abort}
[bookmark: _Toc217319238]1.5.3      Outputs:
To OAS: 
· Decision: {Approve | Deny | Delegate}
· Reason: short rationale (e.g., forbidden scope, missing mandatory channel, domain access required)
· NextActionHint: {Continue | Abort | Escalate}
· RightsAndRulesRef: policy set id/version used
· Binding: {HMC.Reference, GoalBundle.ID} for audit
· If Delegate: Delegation.Target: {AIM=DAC|BKN|ASR‑Spatial|VSR‑Spatial|CXC}, Delegation.DirectiveSkeleton: minimal fields to seed GIR
· If Approve: Approval.Scope: what is permitted (capabilities, channels)
· If Deny: Violations: list of non‑waivable constraints breached (policy keys)
To Basic Knowledge
· Goal & Intent: retrieve foundational info within Rights & Rules
· Sources: {BuiltInKB, StaticDocs, Summaries} (allowed set)
· Required: boolean
· Parameters: {Scope, Freshness, Language}
· Constraints: policy tags derived from Rights & Rules (non‑waivable)
· Metadata.Requested: sources touched, citation count (non‑semantic)
To Domain Access
· Goal & Intent: access domain APIs/tools/datasets under Rights & Rules
· Profile: {Domain, Capability, Scope, Compliance}
· Context: opaque tokens/roles (not interpreted by PFS)
· Parameters: {LatencyBudget, CostBudget, Language, Privacy}
· Constraints: policy tags; non‑waivable compliance requirements
· Metadata.Requested: latency, cost, domains touched (non‑semantic)
To Audio Spatial Reasoning
· Goal & Intent: perform/assess audio action under Rights & Rules
· Scope: {emit, route, attenuate, position, occlusion‑probe}
· Parameters: {location, radius, gain, time window}
· Constraints: policy tags; allowed spatial/audio capabilities
· Metadata.Requested: occlusion/reachability indicators (non‑semantic)
To Visual Spatial Reasoning
· Goal & Intent: perform/assess visual action under Rights & Rules
· Scope: {place, move, reveal, anchor, occlusion‑probe}
· Parameters: {coordinates, orientation, scale, time window}
· Constraints: policy tags; allowed spatial/visual capabilities
· Metadata.Requested: anchoring/constraint indicators (non‑semantic)
To Context Capture
· Scope: {speech, visual, text, multimodal}
· Parameters: {sampling rate, window, modality filters}
· Constraints: capture permissions per Rights & Rules
· Metadata.Requested: capture metrics (non‑semantic)
[bookmark: _Toc217319239]1.6       Goal to Plan Integration and Orchestration Handoff
[bookmark: _Toc217319240]1.6.1      Function
· Integrate the Normalised Goal into the active plan as the single authoritative goal record, ensuring all downstream components reference the same source of truth.
· Derive declarative sub-goals that collectively satisfy the Normalised Goal, without prescribing execution steps or methods.
· Generate routing hints (e.g., priority, dependency relationships, resource affinity) to guide orchestration, while avoiding any procedural directives.
· Prepare schema-conformant directive skeletons for AUC to issue to AIMs, ensuring they remain strictly declarative and aligned with orchestration standards.
· Focus on handoff: assume policy screening is complete; do not re-validate Rights & Rules.
[bookmark: _Toc217319241]1.6.2      Inputs
From OAS to GPO
· HMC reference: {ID, Modality, PayloadPointer} (binds request to active context)
· Normalised Goal reference: {GoalBundle.ID, NormalisedGoal.ID} (as produced by GIR)
· Orchestration strategy: constraints, AIM priorities, ordering hints (declarative)
· Scheduling hints: {Deadlines, ResourceBudgets (compute/latency), Concurrency}
· Routing preferences: target AIM families allowed/forbidden (policy‑consistent)
· Return expectations: {DirectiveSkeletons=true/false, StatusGranularity}
· Plan integration options: {Create|Update|Merge} and merge policy (authoritative record handling)
· Audit bindings: {Rights&Rules.Ref, PolicyDecision.Ref} (from PFS)
From Prompt Creation (PRC)
· Outcome summary: non-semantic (e.g., refinement completed, partial)
· Metadata: {chain used, token counts} (non-semantic)
· Action.Hint: {Continue | Escalate | Abort}
· Code; Error.Details (if failure)
From Domain Access & Citation (DAC)
· Outcome summary: non-semantic (augmentation success/partial/failure)
· Metadata: {sources touched, citation count} (non-semantic)
· Action.Hint: {Continue | Escalate | Abort}
· Code; Error.Details (if failure)
From Basic Knowledge (BKN)
· Outcome summary: non-semantic (retrieval success/partial/failure)
· Metadata: {sources contacted, citation count} (non-semantic)
· Action.Hint: {Continue | Escalate | Abort}
· Code; Error.Details (if failure)
From Context Capture (CXC)
· Capture state: ready / active / paused / complete / error
· Progress indicators: percent, frames processed, audio seconds
· Channel states: speech/visual active/idle
· Metadata: capture metrics (non-semantic)
· Action.Hint: {Continue | Escalate | Abort}
· Code; Error.Details (if failure)
From Autonomous User Finalization (AUF)
· Outcome summary: non-semantic (delivery success/partial/failure)
· Metadata: {channels delivered, confirmation flags} (non-semantic)
· Action.Hint: {Continue | Escalate | Abort}
· Code; Error.Details (if failure)
[bookmark: _Toc217319242]1.6.3      Outputs
From GPO to OAS
· Active Plan Update: Normalised Goal inserted/updated as authoritative record (immutable except traceable revisions)
· Sub‑goal declarations: declarative sub‑goals that satisfy the Normalised Goal (no procedures)
· Routing hints: priority, dependency relationships, resource affinity (advisory, non‑prescriptive)
· DirectiveSkeletons: schema‑conformant payload shells for AUC→AIM issuance (one per targeted AIM)
· AIM Target Map: {DirectiveSkeleton.ID → TargetAIM} (PRC, DAC, BKN, CXC, ASR‑Spatial, VSR‑Spatial, AUF)
· Hint: {Continue | Escalate | Abort} (guidance to orchestrator)
· Audit bindings: {GoalBundle.ID, Rights&Rules.Ref, PolicyDecision.Ref} (for provenance)
To Prompt Creation (PRC)
· ID; Type='PromptCreation'
· Goal & Intent: refine/generate prompt under approved constraints
· Hints: optional ordering hints (e.g., PRC→DAC→BKN) (advisory)
· Parameters: {Context, Constraints, Style, Persona} (no semantic duplication)
· Dependencies: upstream directive IDs (if any)
· Constraints: policy tags derived from Rights & Rules (non‑waivable)
· Metadata.Requested: chain id, token counts (non‑semantic)
To Domain Access & Citation (DAC)
· ID; Type='DataAugmentation'
· Goal & Intent: augment/ground data and attach provenance
· Sources: {ApprovedRepos, KBLinks, CachedArtifacts} (policy‑conformant)
· Required: boolean
· Parameters: {Scope, Freshness, Language}
· Dependencies: upstream directive IDs (if any)
· Constraints: policy tags (non‑waivable compliance)
· Metadata.Requested: sources touched, citation count (non‑semantic)
To Basic Knowledge (BKN)
· Goal & Intent: retrieve foundational info within Rights & Rules
· Sources: {BuiltInKB, StaticDocs, Summaries} (allowed set)
· Required: boolean
· Parameters: {Scope, Freshness, Language}
· Dependencies: upstream directive IDs (if any)
· Constraints: policy tags derived from Rights & Rules (non‑waivable)
· Metadata.Requested: sources touched, citation count (non‑semantic)
To Context Capture (CXC) 
· Scope: {speech, visual, text, multimodal}
· Parameters: {sampling rate, window, modality filters}
· Dependencies: upstream directive IDs (if any)
· Constraints: capture permissions per Rights & Rules
· Metadata.Requested: capture metrics (non‑semantic)
To Autonomous User Formation (AUF)
· Goal & Intent: finalize and deliver output per plan
· Channels: {chat, speech, visual, file} (as applicable)
· DeliveryConstraints: {deadline, format, localization}
· Dependencies: upstream directive IDs (e.g., PRC/DAC/BKN)
· Constraints: policy tags (Rights & Rules)
· Metadata.Requested: delivery confirmation metadata (non‑semantic)
[bookmark: _Toc217319243]1.7       Conflict Detection and Escalation
[bookmark: _Toc217319244]1.7.1      Function
· Conflict Detection: Identify inconsistencies or incompatibilities between the Human Goal (as captured in Normalised Goal structures) and the Autonomous Plan (as maintained by orchestration layers).
· Escalation: When a conflict exceeds predefined thresholds or cannot be resolved autonomously, escalate to the human authority for decision-making.
· Personality Adjustment: If conflict resolution requires a shift in behavioral alignment, issue a Formation Directive to adjust Persona parameters (e.g., tone, interaction style, or operational stance) while preserving policy compliance.
[bookmark: _Toc217319245]1.7.2      Inputs
From OAS to CDE
· HMC reference: {ID, Modality, PayloadPointer} (binds request to active context)
· Normalised Goal reference: {GoalBundle.ID, NormalisedGoal.ID} (as produced by GIR)
· Conflict scope: {Entities=[AIMs/SubAIMs/Directives], Resources, Goals} (explicit deconfliction domain)
· Conflict hypotheses: {Types=[Resource|Goal|Directive|Timing], EvidencePointers[], InitialSeverity?, Rationale?}
· Orchestration snapshot: {Status.Summary, Resource.Map, Active.Directives, Priorities} (read-only context)
· Escalation policy: thresholds, authorities, allowed actions {Inform|Suspend|Override|Reassign}
· Scheduling sensitivity: {Deadlines, RiskWindows, LatencyBudgets, Concurrency}
· Routing constraints: allowed/forbidden AIM families for remediation (policy-consistent)
· Return expectations: {Mode=Detect|Detect+Recommend|ResolveIfAuthorized, StatusGranularity}
· Annotation/plan integration options: {Create|Update|Merge} for conflict annotations; merge policy (authoritative handling)
To Prompt Creation (PRC)
· Goal & Intent: generate conflict-explanation and resolution-option prompts under approved constraints
· Hints: optional ordering hints (e.g., PRC→DAC→BKN) (advisory)
· Parameters: {Context=ConflictSnapshot, Constraints=PolicyTags, Style=De-escalatory|Neutral, Persona=CurrentPersonaRef}
· Dependencies: upstream directive IDs (if any)
· Constraints: policy tags derived from Rights & Rules (non‑waivable)
· Metadata.Requested: chain id, token counts (non‑semantic)
To Domain Access (DAC)
· Goal & Intent: ground conflict assessment with approved evidence and attach provenance
· Sources: {ApprovedRepos, KBLinks, CachedArtifacts, IncidentLogs} (policy‑conformant)
· Required: true
· Parameters: {Scope=EntitiesInvolved, Freshness=Now, Language=UserPref}
· Dependencies: upstream directive IDs (PRC prompt plan, if any)
· Constraints: policy tags (non‑waivable compliance)
· Metadata.Requested: sources touched, citation count (non‑semantic)
To Basic Knowledge (BKN)
· Goal & Intent: synthesize neutral summaries of conflict types and standard remedies within Rights & Rules
· Sources: {BuiltInKB, StaticDocs, Summaries} (allowed set)
· Required: false
· Parameters: {Scope=Conflict.Type & SuggestedActions, Freshness=Static, Language=UserPref}
· Dependencies: upstream directive IDs (if any)
· Constraints: policy tags derived from Rights & Rules (non‑waivable)
· Metadata.Requested: sources touched, citation count (non‑semantic)
To Context Capture (CXC) — optional
· Scope: {speech, visual, text, multimodal} (for escalation dialogues or evidence refresh)
· Parameters: {sampling rate, window, modality filters}
· Dependencies: upstream directive IDs (if any)
· Constraints: capture permissions per Rights & Rules
· Metadata.Requested: capture metrics (non‑semantic)
To Autonomous User Formation (AUF)
· Goal & Intent: communicate escalation outcome or enacted remedy per policy
· Channels: {chat, speech, visual, file} (as applicable)
· DeliveryConstraints: {deadline, format, localization}
· Dependencies: upstream directive IDs (e.g., PRC/DAC/BKN)
· Constraints: policy tags (Rights & Rules)
· Metadata.Requested: delivery confirmation metadata (non‑semantic)
To Personality Alignment (PAL) — Formation Directive (conditional)
· Goal & Intent: adjust Persona parameters to maintain alignment during/after conflict handling
· Parameters: {Tone, InteractionStyle, RiskPosture, SafetyBias} (declarative)
· Dependencies: upstream directive IDs (e.g., conflict assessment)
· Constraints: policy tags (Rights & Rules) and non‑waivable safety limits
· Metadata.Requested: applied deltas (non‑semantic)
To User State Refinement (USR) — escalation channel
· Goal & Intent: present conflict summary, options, and request decision/approval
· Parameters: {Language=UserPref, Brevity, VisualAids?, Accessibility}
· Dependencies: upstream directive IDs (PRC prompt & DAC citations)
· Constraints: policy tags (no sensitive disclosure beyond Rights & Rules)
· Metadata.Requested: acknowledgement, decision, timestamps (non‑semantic)
[bookmark: _Toc217319246]1.7.3      Outputs
From CDE to OAS
· Conflict assessment: {Status=None|Detected|Resolved|Escalated, Type, Severity, Confidence}
· Affected entities: [{Type=AIM|SubAIM|Directive|Resource|Goal, ID, Role, Impact}]
· Evidence bundle: {Observations[], Metrics, TestsPerformed, EvidencePointers[]}
· Deconfliction recommendations: {Actions=[Continue|Suspend|Override|Reassign], Preconditions, SideEffects}
· Escalation decision: {Level, Path, NotifiedParties, Authorization.Ref}
· DirectiveAdjustments (advisory): schema-conformant patches to existing DirectiveSkeletons (no procedures)
· Routing hints (non-prescriptive): priority, dependencies, resource affinity
· Hint: {Continue | Escalate | Abort}
· Audit bindings: {GoalBundle.ID, Rights&Rules.Ref, PolicyDecision.Ref} (from PFS)
· Annotations: conflict labels/tags for provenance and analytics
To Prompt Creation (PRC)
· ID; Type='PromptCreation'
· Goal & Intent: generate conflict-explanation and resolution-option prompts under approved constraints
· Hints: optional ordering hints (e.g., PRC→DAC→BKN) (advisory)
· Parameters: {Context=ConflictSnapshot, Constraints=PolicyTags, Style=De-escalatory|Neutral, Persona=CurrentPersonaRef}
· Dependencies: upstream directive IDs (if any)
· Constraints: policy tags derived from Rights & Rules (non‑waivable)
· Metadata.Requested: chain id, token counts (non‑semantic)
To Data Access (DAC)
· Goal & Intent: ground conflict assessment with approved evidence and attach provenance
· Sources: {ApprovedRepos, KBLinks, CachedArtifacts, IncidentLogs} (policy‑conformant)
· Required: true
· Parameters: {Scope=EntitiesInvolved, Freshness=Now, Language=UserPref}
· Dependencies: upstream directive IDs (PRC prompt plan, if any)
· Constraints: policy tags (non‑waivable compliance)
· Metadata.Requested: sources touched, citation count (non‑semantic)
To Basic Knowledge (BKN)
· Goal & Intent: synthesize neutral summaries of conflict types and standard remedies within Rights & Rules
· Sources: {BuiltInKB, StaticDocs, Summaries} (allowed set)
· Required: false
· Parameters: {Scope=Conflict.Type & SuggestedActions, Freshness=Static, Language=UserPref}
· Dependencies: upstream directive IDs (if any)
· Constraints: policy tags derived from Rights & Rules (non‑waivable)
· Metadata.Requested: sources touched, citation count (non‑semantic)
To Context Capture (CXC) — optional
· Scope: {speech, visual, text, multimodal} (for escalation dialogues or evidence refresh)
· Parameters: {sampling rate, window, modality filters}
· Dependencies: upstream directive IDs (if any)
· Constraints: capture permissions per Rights & Rules
· Metadata.Requested: capture metrics (non‑semantic)
To Autonomous User Formation (AUF)
· Goal & Intent: communicate escalation outcome or enacted remedy per policy
· Channels: {chat, speech, visual, file} (as applicable)
· DeliveryConstraints: {deadline, format, localization}
· Dependencies: upstream directive IDs (e.g., PRC/DAC/BKN)
· Constraints: policy tags (Rights & Rules)
· Metadata.Requested: delivery confirmation metadata (non‑semantic)
To Personality Alignment (PAL) — Formation Directive (conditional)
· Goal & Intent: adjust Persona parameters to maintain alignment during/after conflict handling
· Parameters: {Tone, InteractionStyle, RiskPosture, SafetyBias} (declarative)
· Dependencies: upstream directive IDs (e.g., conflict assessment)
· Constraints: policy tags (Rights & Rules) and non‑waivable safety limits
· Metadata.Requested: applied deltas (non‑semantic)
To User State Refinement (USR) — escalation channel
· Goal & Intent: present conflict summary, options, and request decision/approval
· Parameters: {Language=UserPref, Brevity, VisualAids?, Accessibility}
· Dependencies: upstream directive IDs (PRC prompt & DAC citations)
· Constraints: policy tags (no sensitive disclosure beyond Rights & Rules)
· Metadata.Requested: acknowledgement, decision, timestamps (non‑semantic)
5. JSON Metadata
https://schemas.mpai.community/PGM1/V1.0/data/AUserControl.json
6. Profiles
No Profiles.
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